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changes frequently. Meanwhile, the current shift from mass
production to mass customisation in the industry calls for reconfigurable robots and environments [15]. Learning from
demonstration (LfD) provides a solution to this problem, as a
robot can be taught in an intuitive manner to do different tasks
instead of pre-programming it [1, 2]. In our previous work,
we set out criteria which LfD algorithms need to fulfil in order to perform industrial tasks well. Furthermore, our previous work serves as an introduction to this work, we highly
encourage the reader to look into it for a better understanding
of our current work. In general, we are interested in an LfD
algorithm that achieves high accuracy and repeatability, high
adaptivity and speed while maintaining low system complexity and learning fatigue [8].

ABSTRACT

In the last few years, a shift from mass production to mass
customisation is observed in the industry. Easily reprogrammable robots that can perform a wide variety of tasks are
desired to keep up with the trend of mass customisation while
saving costs and development time. Learning by Demonstration (LfD) is an easy way to program the robots in an intuitive manner and provides a solution to this problem. In
this work, we discuss and evaluate LAP, a three-stage LfD
method that conforms to the criteria for the high-mix-lowvolume (HMLV) industrial settings. The algorithm learns a
trajectory in the task space after which small segments can be
adapted on-the-fly by using a human-in-the-loop approach.
The human operator acts as a high-level adaptation, correction and evaluation mechanism to guide the robot. This way,
no sensors or complex feedback algorithms are needed to improve robot behaviour, so errors and inaccuracies induced by
these subsystems are avoided. After the system performs at
a satisfactory level after the adaptation, the operator will be
removed from the loop. The robot will then proceed in a feedforward fashion to optimise for speed. We demonstrate this
method by simulating an industrial painting application. A
KUKA LBR iiwa is taught how to draw an eight figure which
is reshaped by the operator during adaptation.
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Articulated manipulators are mass-employed to perform a
wide variety of tasks in the industry. Traditionally, these manipulators work in custom-made environments and thus need
to be programmed specifically for their environment only to
carry out a certain task. It is therefore difficult and expensive
to reuse the same robot setup for multiple tasks. This is not a
problem when the robot needs to perform the same task many
times, but could be troublesome if the environment or tasks

Figure 1. Setup of the experiment. A marker is mounted on a KUKA
LBR iiwa to draw eight figures on a surface.

In this work, we present Learning, Adaptation and Production (LAP), a three-stage LfD algorithm proposed to conform
to these criteria as much as possible by including humans as
a high-level feedback and adaptation mechanism [8]. In the
first phase, a regression technique is used to generalise the
task space demonstrations shown by the user. In the next
phase, the robot will carry out the learned policy until the
user interrupts the robot to adapt a part of the trajectory either
because of imperfect outcome or a variation of the previous
task. Human operators are able to judge task performance
efficiently and are thus able to quickly identify and correct
the unwanted parts, whereas complex evaluation algorithms
and monitoring systems are needed if the robot needs to do

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation on the first page. Copyrights for components of this work owned by others than
ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.

HAI ’16, October 04-07, 2016, Biopolis, Singapore
© 2016 ACM. ISBN 978-1-4503-4508-8/16/10. . . $15.00
DOI: http://dx.doi.org/10.1145/2974804.2974805

313

and guaranteed convergence to the goal state, while still following a complex trajectory. The following set of equations
describe a DMP [6]:

this autonomously. This reduces system complexity, meaning less external systems are necessary to perform the task
which saves costs and avoids errors and inaccuracies imposed
by these external systems. Moreover, learning fatigue is decreased by focussing only on adapting the focused parts of the
trajectory instead of re-teaching the whole trajectory again.
After the operator is satisfied with the overall performance,
the robot can then proceed to perform the task in a feed- forward fashion to optimise execution speed. We evaluate this
algorithm on a KUKA LBR iiwa by teaching it how to draw
eight figures on a plane. We show that the robot is able to
adapt to the corrections made in the second phase of the algorithm.

τÿ = αz (βz (g − y) − ẏ) + f (x)
N
P
ψi wi
i=0
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x(g − y0 )
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ψi
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i=0

ψi (x) = exp (−

The next section discusses related work on which our work is
based upon. Then we will elaborate our approach in section 2.
The results of the experiments are then presented in section 3,
followed by a discussion and evaluation in section 6. Finally,
this work is concluded in section 7 where we also discuss
improvements for future work.

τ ẋ = −α x x

1
(x − ci )2 )
2σ2i

(3)
(4)

(1) describes the core of DMP, which is a simple pointattractor system with an additional non-linear forcing term f .
The canonical dynamical system, x, acts as a phase variable
which generally starts at x0 = 1 and monotonically converges
to zero. This will ensure independence of time of the forcing
term f, so the system becomes autonomous. Moreover, the
canonical system provides a gating term to ensure that f converges to zero, so that the point-attractor system will always
reach its goal regardless of how f is shaped. Note that f is a
weighted sum of Gaussian kernels, where the weights can be
calculated by using any regression algorithm such as Locally
Weighted Regression (LWR) [5].

RELATED WORK
LfD Applications

Learning from demonstration is an extensively researched
topic which has been covered for a wide variety of applications ranging from teaching an anthropomorphic hand to play
Rock-Paper-Scissors [4] to learning biped locomotion using
movement primitives [13]. In [3], Reinforcement Learning
(RL) is used to teach different manipulators to vary their stiffness online while trying to pass through a specified goal. Another interesting work has been conducted by [12], in which
a flexible surgical robot observes and imitates the movements
of an octopus. Yet another work uses kinaesthetic teaching
and a haptic device to teach positional and force trajectories,
with which the authors performed door opening and ironing
tasks [9].

DMPs are traditionally used to encode a movement primitive
of a task; by joining these DMPs together a robot is able to
follow the trajectory needed to perform the whole task such
as in [11]. In a similar way, DMPs can also encode rhythmic tasks by appending the same DMP with itself repeatedly.
However, we use only one DMP to encode a fully continuous
trajectory for the full task. This way only a segment of the
forcing term need to be re-learned, rather than a whole DMP
which is more efficient.

The ability of LfD to teach an agent any task without the
time, costs and expertise associated to programming the robot
conventionally makes it an interesting technique to employ.
While some LfD methods are specifically catered for specialised tasks, there also exist LfD methods which are more
general since they have low system complexity and learn a
low-level representation of tasks, which can be used to express any task. An example of this is Dynamical Movement
Primitives (DMP), which is able to encode trajectories such
as positional, force or joint trajectories by using a set of dynamical systems [11, 7]. DMPs are also highly adaptive in
the sense that they are able to follow any desired trajectory
simply by specifying the forcing term. Different trajectories
to the same goal can be followed by just replacing the forcing term. Since we are interested in high adaptiveness, we
use DMP to encode our tasks, which we describe in Cartesian position space. In the following section we will briefly
summarise the formulation of DMPs.

For our purposes, we use an open source library which implements DMPs with additional features [17].
PROPOSED APPROACH
Motivation

As mentioned earlier and as shown in figure 2, LAP is divided
in three stages:
• Learning phase;
• Adaptation phase;
• Production phase.
The learning phase is designed to take the system complexity, learning fatigue and generality into consideration. System
complexity is lowered by using kinaesthetic teaching, since
no extra subsystems such as cameras or haptic devices are
needed to record the user intentions as the user demonstrates
a trajectory. As long as the robot supports gravity compensation or impedance mode, LAP is readily applicable to a said
robot. Moreover, by opting for kinaesthetic teaching we also
avoid the problem of correspondence [14]. In an attempt to

Dynamical Movement Primitives

DMPs are used to encode and control trajectories using a set
of dynamical systems. The cooperation of these subsystems
give DMPs powerful properties such as disturbance rejection
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Phase 1
Learning
from
demonstration

In the production phase the algorithm will have achieved the
desired accuracy, so the robot will switch back to position
mode and carry out the tasks. This means that the human
will be removed from the feedback loop and the robot will
perform the tasks in a feed-forward fashion, improving production speed. Since industrial robots are good for their precision and accuracy, as long as the task and the environment
does not change, no feedback will be required until the next
learning session. If the environment changes in the next session, the operator can simply re-initiate the adaptation phase
to correct for the changes.

LfD

Phase 2
Human
in the loop online
adaptation

Adaptation

Phase 3
Remove
human
from loop

Production

Figure 2. Proposed three-stage LfD method. Adaptation phase is iterative with human adaptations and corrections until high precision and
accuracy is achieved.

LAP Implementation
T'
Producer
T

increase generality, LAP learns low-level task-space trajectories, such as Cartesian positions, although it is still possible to
learn even lower level trajectories such as joint angles. However, low-level task-space trajectories have the advantage that
they are elementary enough to define a vast number of tasks,
yet high-level enough to be transferable among different types
of robots with a work-space of the same or higher dimensionality. For instance, most manipulation tasks can be defined by
Cartesian positional trajectories with a force-profile for interaction with objects. A task learned and operated in Cartesian
space can be executed by any robot with enough Degrees of
Freedom (DoF). Finally, to reduce learning fatigue, we chose
to learn the forcing term of the DMP by using LWR with
Gaussian kernels, for which only one demonstration suffices.
Should greater level of generalisation be required, other function approximators such as Gaussian Mixtures Model (GMM)
can be used to cope with multiple demonstrations.

D1

L1

DMP

Adaptor
L1*

L2

User Input
User Feedback

Gating

DTW
D2
D2'

LWR

Window

Figure 3. Flow-chart of LAP. D1: Demonstrated trajectory for learning
phase. L1: Learned outcome of phase 1. L1*: L1 executed by manipulator, while being adapted online by user input. D2: Recorded adaptations
after aligning with L1. D2’: Adapted segment extracted from D2, after
extending the segment at both ends by focussing a window on the region and extending that window. L2: Learned outcome of phase 2 after
multiplication with the gating term of canonical system of the DMP. T:
Trajectory ready to be executed in Production phase. T’: Trajectory
transformed in raw commands for the LBR iiwa to follow.

During the adaptation phase the manipulator will execute the
learned trajectory in position control mode, which is inherently highly accurate and repeatable [10], to follow the desired trajectory. The user is then able to use voice commands
to make the robot switch to impedance mode, while still continuing to execute the trajectory at low speed and stiffness.
Using voice commands further reduces the learning fatigue
since voice commands are intuitive and makes the robot more
accessible while the operator is showing a demonstration.
During adaptation, the operator will close the feedback loop
by acting as an adaptation, correction and evaluation mechanism by guiding the manipulator. By using the human operator for sensing and optimisation, the system complexity
is greatly reduced. Also, since only the segmented part of
the trajectory will be re-learned, learning fatigue is lowered
yet again. A concern with kinaesthetic teaching is the difficulty of demonstrating a task, especially if the task is complex. LAP emphasises on simplifying the teaching experience
by using kineasthetic teaching combined by re-teachable, selected segments of the task. The adaptation phase allows for
corrections on selected parts of the taught task only, to improve and ease the teaching experience. Users will only need
to focus on parts that were taught incorrectly and only need
to apply minor corrections.
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Figure 4. Adaptation of a straight line with a segment of itself. The
segment was learned using LWR without windowing. The plot shows
that the learned segment has incorrect values at the start and end.

Figure 3 shows the flow of the algorithm. First, a desired trajectory D1 is shown by the user, which is used to learn the
forcing term of a DMP using LWR. If the operator is satisfied
with the result at this point, the algorithm can then immediately proceed to the Production phase and start executing the

315

Displacement

X

700

D1
L1
D2
L2

600
500
0

2

4

6

8

10

12

14

16

18

20

22

24

Time

D1
L1
D2
L2

100

Y

50
0
0

2

4

6

8

10

12

14

16

18

20

22

24

X

Time

8
6
4
2
0
-2

×10

Forcing Term

4

L1
L2

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

Phase
×10

4

L1
L2

Y

5
0
-5
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

Phase

Figure 5. Displacements and forcing terms of session 1 for both x and y direction. The adaptation region is indicated by the black vertical lines, the
extended windows for LWR is shown by the green lines. In this case, we took an extended window of 20 points at both ends. The figures show that L2
follows D2 inside the adaptation region, but does not follow L1 any longer outside the region. However, the forcing terms are overlapping outside the
region. Due to the limited amount of space, we don’t show the displacement trajectories and forcing terms of the other sessions, since they are similar.

resulting trajectory T. The learned outcome is passed to the
Adaptation phase if the user is unsatisfied with the learned
outcome or the next task to be executed is a variant of the
current one. Here, the learned trajectory is executed by the
task adaptor until the user gives a voice command to switch
to impedance mode. The user will then start to apply the corrections, and gives another voice command to put the robot
back to position mode when finished. The robot will then
follow the remainder of the trajectory.

troduce a windowing technique which allows the segmented
trajectory to include t time-steps before and after the demonstrated adaptation segment. This is also useful for the LWR
function approximator.
After learning we contract the window again to remove the
transient data points while retaining our adaptation segment.
To do this, we extract from D2 the adapted segment and extend that segment with a window before we pass it to LWR to
learn. After learning the weights, we contract the window and
multiply the outcome with the corresponding gating terms to
finally retrieve the forcing terms. Adaptations can be done as
many times as needed, until the trajectory is ready for execution in the Production phase.

The recorded adaptations need to be compared to the learned
outcome of phase 1, to find out which parts of the originally
learned forcing term need to be adapted. Since the two trajectories to compare might differ in length or might be shifted in
time with respect to each other, it is needed to align them. For
this purpose, we employ Dynamic Time Warping (DTW), a
technique used to align two similar time series for comparison
[16]. Once it is aligned we can pass the trajectory containing
the updated segment as a new demonstration D2. Learning
the forcing terms of a fraction of the entire trajectory without
special treatment will result in incorrect approximation (usually with overshoots) at the start and the end of the targeted
segment as the derivatives of the trajectory at these points are
unknown. This problem is demonstrated in Fig 4. We thus in-

EXPERIMENTS

We applied LAP to a KUKA LBR iiwa to teach it how to
draw eight figures on a surface 1 . We intentionally provide
an “incorrect” eight with a bigger lower half as the learning
data for the first phase. We then show that the algorithm is
able to adapt to the user corrections where necessary to draw
a smaller eight figure. We conducted five trials in total with
1
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https://youtu.be/rIGupysXeWY

Table 1. Mean Squared Error L1 vs D2 and L2 vs D2

slightly varying results which we will elaborate in this section. Although the algorithm learns 3D Cartesian position
space trajectories, we will only show the x and y dimensions
for clarity since only those dimensions are of interest when
drawing on a plane (see figure 1). After all, the height remains
nearly constant in this case, though slight changes in height
are present to apply pressure on the plane. Note that the z
direction is still learned, but just not displayed here due to
limited space. A demo of a pick-and-place task for which the
z position does vary considerably has been conducted, though
unfortunately no experimental results could be provided due
to time pressure. A video of the demo has beeen recorded and
uploaded 2 .

MSE X
MSE Y
MSE X
MSE Y

1
419.2
716.6
312.8
249.2

2
270.3
473.6
264.3
171.4

3
571.5
614.5
405.4
310.1

4
686.8
605.5
673.2
183.5

5
741.6
615.0
561.7
463.9

Mean
537.9
605.0
443.5
275.6

Table 2. Mean Squared Error in Adapted Segment

MSE X
MSE Y
MSE X
MSE Y

EXPERIMENTAL SETUP

L1
L1
L2
L2

1
547.8
1207
60.2
107.0

2
328.7
906.8
10.9
75.1

3
300.9
822.4
47.9
105.7

4
556.2
1000
63.2
105.8

5
638.5
926.0
79.4
117.1

Mean
474.4
605.0
52.3
102.1

• The MSE values of L1 and L2 are in the same order of magnitudes, whereas if we look at only the adapted segments
the MSE for L2 are much lower.

The KUKA LBR iiwa is positioned above an acrylic plate, on
which it will draw using a marker, see figure 1. The marker
is mounted on a 3D-printed piece, with a spring placed under the marker to allow for compliance when drawing on the
plate. We use a Bluetooth® microphone to convey our voice
commands to the robot.

For the first point, we conclude that the closer L1 is to D2, the
better L2 will be able to adapt to D2 since there are relatively
less corrections to be applied. Theoretically, if there are less
changes to apply it should also be easier to adapt to the new
trajectory.

RESULTS

As for the second point, even though L2 was able to follow
the user corrections well, it was not able to follow the parts
of the trajectory that did not change. This can also be seen in
figure 5. The upper plots of Figure 5 show the trajectories in
Cartesian position space in both axes. As can be seen, L2 tries
to follow D2 within the boundaries given by the black vertical lines (the adaptation region), but outside the trajectories
L2 was altered slightly and does not follow L1 any longer. If
we look at the forcing terms also in figure 5, however, we observe that outside the adaptation boundaries L2 overlaps with
L1 exactly. Furthermore, note that the forcing terms do not
connect perfectly at the cuts. This might cause unexpected
behaviour in position space such as undesired overshoot or
undershoot, which explains why some segments of L2 are altered despite having the same forcing terms as L1 at those
points in time. The final results, the drawn eight figures, are
shown in figure 6. As we expected, L2 follows D2 closely
as intended, but gets slightly affected at parts where it is not
supposed to be.

As mentioned earlier we have 5 trials in total, numbered from
1 to 5. For every trial we show and compare the following
data:
• Cartesian positions from the first shown demonstration D1
(intentionally incorrect trajectory);
• Cartesian positions and forcing term of the DMP from the
learned outcome L1;
• Cartesian positions from the second shown demonstration
D2 (desired “correct” trajectory);
• Cartesian positions and forcing term of the DMP from the
learned outcome L2.
Since D2 is the correction that the user applied, we take D2 as
the final trajectory as the user desires, which means that D2
is the “correct” trajectory. We computed the Mean Squared
Errors (MSE) for both x and y directions of the learned outcomes L1 and L2 against this desired trajectory for every session to see how well the algorithm is able to follow the user’s
intended adaptations. Table 1 shows the MSE of the full trajectories compared to each other, table 2 shows the MSE calculated only within the adapted segments. For every row we
also compute the average MSE and show the best (green) and
worst (gray) MSE.

DISCUSSION

We showed that the KUKA LBR iiwa was able to learn how
to draw an eight figure and re-learn and apply the necessary
corrections needed to draw a proper eight instead of a distorted one. In general the MSE was small for the adapted
region, but outside the corrected segment the final trajectory
was unintentionally altered. For the forcing terms, however,
we see that the forcing terms are exactly replicated outside
the adaptation segment and only modified where they should
be. The fact that they are not connecting might cause unexpected dynamic behaviour causing the system to overshoot
or undershoot, which might explain the unintended modifications outside the adaptation region. Moreover, we only used
LWR in one direction of the data, which introduces phase lag
and thus inaccuracies. This problem could be solved by using

In general, it can be seen that L2 has lower MSE than L1,
which means that the algorithm was able to transit from the
originally learned trajectory L1 to L2, which is a better estimate of D2. Interestingly, we observe two points:
• When the full trajectories are compared, session 1 shows
the best MSE for both x and y directions for both the learning phase and the adaptation phase;
2
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Figure 6. The resulting eight figures. In these figures, both the user inputs as the reproduced trajectories are shown for comparison. In general L2
adapts fairly well to D2, but does not maintain the parts of L1 which were not meant to be modified.

LWR in both directions or by simply using a different function approximator that does not have this problem. Note that
our implementation allows for different fucntion approximators to be used to learn the forcing term of the DMP. Unfortunately, due to lack of time, we were unable to perform different experiments to showcase the generality and scalability
of our algorithm. However, a pick-and-place demo 3 has been
conducted to show this.

terms, which could be done by following an approach such as
is proposed in [11].
CONCLUSION

In this work we presented an LfD algorithm designed to conform to criteria for industrial applications. LAP attempts to
lower system complexity by including the human operator
in the feedback loop. This way no additional systems are
needed to model the environment, to evaluate performance
automatically and to optimise performance based on the evaluation since this can be efficiently done by the operator. Other
points LAP tries to improve are learning fatigue, generality,
accuracy and precision. For future work, accuracy should be
improved by attempting to make the forcing terms connect
properly.
We conducted the experiments with settings of LAP, in our
knowledge, to best fit for industrial applications. With the
current settings, we were able to lower system complexity
and learning fatigue and increase generality. To further increase generality however, it should be attempted to learn full
Cartesian poses instead of only positions. This is not a trivial
problem in DMP implementation as the 3 axes of rotation are
highly coupled together while the original DMP learns each
feature space independently. To solve this problem, however, an approach for orientational DMPs was proposed by
[19].

Figure 7. Learning, adaptation and production phases.

Despite of L2 being altered outside the adaptation boundaries,
the algorithm was still able to draw eight figures. we see that
L2 follows D2 closely but gets slightly affected at parts where
it shouldn’t be. This impairs the accuracy of the algorithm,
although it was still able to produce reasonable eight figures.
To overcome this problem, it is needed to make the newly
adapted forcing terms connect better to the original forcing
3

The Kuka LBR iiwa is inherently accurate and precise, but
more research should be done to get our algorithm accurate
enough to be suitable for industrial applications. Thus, different settings should be explored to see if better results can be
achieved. A good example is the choice of the function approximator in both the Learning and Adaptation phase. A
disadvantage is that LWR cannot generalise over multiple
demonstrations since it uses only one demonstration, so there

https://youtu.be/LBqK_269kiQ
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9. Petar Kormushev, Sylvain Calinon, and Darwin G
Caldwell. 2011. Imitation learning of positional and
force skills demonstrated via kinesthetic teaching and
haptic input. Advanced Robotics 25, 5 (2011), 581–603.

is trade-off between generality and learning fatigue. However, note that the forcing term of the DMP can be learned by
using any function approximator, so if more generality is desired it is possible to use another approximator such as Gaussian Mixture Regression (GMR) [18]. Furthermore, for this
work we mainly focussed on the adaptation phase and learning a new segment of the task and replacing the old segment
with the newly adapted segment. For future work, it should
be researched how to optimise production speed, a point we
were not able to investigate yet.

10. KUKA AG 2015. LBR iiwa LBR iiwa 7 R800, LBR iiwa
14 R820 Specification. KUKA AG. Rev. 5.
11. Tomas Kulvicius, KeJun Ning, Minija Tamosiunaite,
and F Worgotter. 2012. Joining movement sequences:
Modified dynamic movement primitives for robotics
applications exemplified on handwriting. Robotics,
IEEE Transactions on 28, 1 (2012), 145–157.
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